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Pontificate

1. Local bandwidth is cheap
2. Global bandwidth is expensive
3. Deal with it!




“ JE
Example: BlueGene/L

m Torus interconnect provides
almost unlimited scalability, at
the cost of bisection bandwidth

m Forann xn xn torus, aggregate
local bandwidth is proportional
to n3, bisection bandwidth is
proportional to n2

m For the 65,536 compute node
machine at LLNL:

Aggregate local bandwidth: 70 TB/s
Bisection bandwidth: 700 GB/s
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What about fat-trees?

root 0 root 1 root 143
leaf 0 leaf 1 leaf 287
IT IT IT |
= 144 nodes 144 nodes 144 nodes

40,000-node system with two layers of Voltaire’s 288-port IB4 switch
144 288-port root switches + 288 288-port leaf switches

Each leaf switch connects to 144 nodes and 144 root switches

This has awesome bisection bandwidth: 50 TB/s!

However, it requires 432 288-port IB4 switches ($40M?) and 80,000+
cables ($10M?

Don’t forget the lifetime internship at the Arkham Asylum for the CE ©
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|s there any hope?

1. Topology-aware mapping of applications
2. Sparse interconnection networks
3. More memory

Topology-aware mapping
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Sparse interconnects

m Example: sparse flag neighborhood networks (SFNNs) by Prof.
Hank Dietz — University of Kentucky

m Evolution of his work on flat neighborhood networks, in which each
pair of PCs shares at least one switch, but not all PCs share the
same switch

m Does not support every pair-wise connection, only those used in
applications (a bit tricky, but the argument can be made): 1D torus,
2D torus, 3D torus, various offsets (typically power-of-2) on those
tori, hypercube, perfect shuffle, etc

m The network becomes completely asymmetric, need a program to
generate wiring table (OK, another CE goes to the Arkham Asylum ©®)

KASYO — A sparse FNN cluster

m 132 nodes (PCs)
Athlon XP 2600+ processor
2 GHz, 4 Gflops DP, 8 Gflops SP
1 Tflop SP, ¥ Tflop DP
m 512 MB/node
m 3 NICs/PC (100 Mbit Ethernet)
m 24-port Fast Ethernet switches
(sweet spot)
m Diskless system — separate file
e server
OF KENTLCRY - $39,500|




More memory

People like to use bandwidth of communication/flop rate of compute
nodes to compare systems (the B/F ratio)

It does not take into account the effect of memory — more memory means less
pressure on communication (at least for a large class of applications)

It does not work for toroidal or mesh architectures like BlueGene/L and Red Storm
For an n x nx n mesh of compute nodes — Communication/computation = B/(F * n)

m The following metric is constant for three-dimensional meshes:
Q=5 M

m What does that mean?
If you half the bandwidth/flop, you need to increase the memory 8-fold
If you double the bandwidth/flop, you can reduce the memory 8-fold

m This is intuitive for three-dimensional applications that communicate
boundaries

Conclusions

1. Local bandwidth is cheap
2. Global bandwidth is expensive
3. Deal with it!




